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Visio-Verbal Teleimpedance Interface: Enabling Semi-Autonomous
Control of Physical Interaction via Eye Tracking and Speech

Henk H.A. Jekel', Alejandro Diaz Rosales!?, and Luka Peternel®

Abstract: The paper presents a visio-verbal teleimpedance
interface for commanding 3D stiffness ellipsoids to the re-
mote robot with a combination of the operator’s gaze and ver-
bal interaction. The gaze is detected by an eye-tracker, allow-
ing the system to understand the context in terms of what the
operator is currently looking at in the scene. Along with ver-
bal interaction, a Visual Language Model (VLM) processes
this information, enabling the operator to communicate their
intended action or provide corrections. Based on these in-
puts, the interface can then generate appropriate stiffness ma-
trices for different physical interaction actions. To validate
the proposed visio-verbal teleimpedance interface, we con-
ducted a series of experiments on a setup including a Force
Dimension Sigma.7 haptic device to control the motion of
the remote Kuka LBR iiwa robotic arm. The human opera-
tor’s gaze is tracked by Tobii Pro Glasses 2, while human ver-
bal commands are processed by a VLM using GPT-40. The
first experiment explored the optimal prompt configuration
for the interface. The second and third experiments demon-
strated different functionalities of the interface on a slide-in-
the-groove task.

Keywords: Telerobotics and Teleoperation, Compliance and
Impedance Control, Human Detection and Tracking, Visual
Language Model, Gaze Tracking

1 Introduction

Teleoperation is a key technology enabling remote human
control and teaching of robots in scenarios such as disaster
response, robot-assisted surgery, inspection & maintenance,
space exploration, and hazardous environment operations [/1].
While autonomous robots excel in structured environments
like manufacturing, they struggle to adapt to dynamic, un-
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Figure 1: Diagram presenting the visio-verbal teleimpedance interface inside
a teleimpedance setup. The local and remote sites are separated by the dotted
line. At the local site, the operator controls the remote robot using a haptic
device to command motion. The visio-verbal interface operates in parallel,
allowing the operator to configure the desired stiffness using gaze and speech
inputs. This stiffness configuration, along with motion commands, is then
transmitted to the remote robot.

structured conditions due to limited cognitive flexibility. In
that respect, teleoperation offers more adaptability by inte-
grating humans into the robot control loop, allowing operators
to issue motion commands through interfaces such as haptic
devices, joysticks, and motion capture systems.

Nevertheless, controlling the motion alone makes the exe-
cution of complex tasks in interaction with unstructured and
unpredictable environments difficult [2]. Impedance control
enables the control of the relationship between forces and mo-
tion and simplifies the execution of tasks with physical inter-
actions [3]. In this case, stiffness is the most important pa-
rameter of impedance as it controls how soft or stiff the robot
is when interacting with fragile objects. Teleimpedance is a
concept that allows human operators to control the stiffness
of the remote robot through various interfaces [4].

Existing teleimpedance command interfaces can be broadly
categorized into manual impedance control and automated
impedance control, depending on whether the human or the
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robot automation determines the impedance of the interac-
tion [4]]. Manual control approaches allow the human oper-
ator to directly adjust stiffness through different inputs. One
common method involves estimating the operator’s stiffness
with muscle activity using electromyography (EMG), which
is then mapped to the robot’s impedance [5H8]. While EMG-
based teleimpedance interfaces enable intuitive multi-degree
of freedom (DoF) control of impedance, they require sensor
placement and calibration procedures and have limited gener-
alisability. Simplification in terms of the number of EMG sen-
sors alleviates some of these issues, however, they require an
additional motion capture system to retain some of multi-DoF
functionality [9]. Interfaces based on biosignals are also sub-
ject to a neuromechanical coupling effect between the com-
manded stiffness and force feedback, which takes away some
of the control due to reflexes [10].

More practical teleimpedance interfaces are based on
controlling stiffness with force grip sensor [11] and but-
tons [12], joysticks/scroll-wheels [13]], perturbations on hap-
tic device [14], tablets [15]], or augmented-reality [[16]. Nev-
ertheless, they either have limited control over the stiffness
ellipsoid in terms of DoF, perturb the operator, or take the op-
erator’s attention away from the task and impose a high cog-
nitive workload on the operator.

In contrast to manual impedance control, automated
impedance control systems remove the operator from the
impedance control loop, allowing robot autonomy to deter-
mine the appropriate stiffness. For example, in the method
in [[17], the robot used torque sensors to measure physical in-
teraction forces and autonomously adjust stiffness for task sta-
bilization, ensuring compliance when needed and increasing
rigidity during disturbances. Similarly, the work in [[18] pro-
posed a vision-based system where the robot detects material
properties and geometry of an object that the operator was
about to touch with the remote robot. Based on that, the robot
autonomy preemptively sets optimal stiffness values for the
expected physical interaction. While these autonomous ap-
proaches improve safety and reduce operator workload, they
remove direct human input and reduce the operator’s ability
to intervene.

Despite advancements in teleimpedance interfaces, current
methods either require continuous manual adjustments from
the operator, which are cognitively demanding or rely on au-
tomation, which limits human input. To bridge this gap, this
work introduces a novel visio-verbal teleimpedance interface
that follows the shared control paradigm. By leveraging gaze
and speech, two natural and intuitive communication modal-
ities, this interface allows operators to configure the robot’s
3D stiffness ellipsoid, without diverting their visual attention
from the task. The operators can inform the robot autonomy
what they intend to do by conversation and gaze, and if the
decisions of autonomy are unsatisfactory, corrections can be
communicated. The conversation could be conducted by ask-
ing the operator to write down the request. However, during

a study in [16]], it was noted that the expert operator partici-
pant indicated a preference to control the stiffness using voice
commands to keep their hands on the robot’s movement con-
trols. As a result, speech recognition modality was explored
for the interface proposed in this paper.

Unlike previous methods, which either require direct man-
ual adjustments or rely entirely on automation, this approach
distributes cognitive workload between the human opera-
tor and a vision-language model (VLM). The interface pro-
vides gaze-based contextual awareness and interprets ver-
bal commands to dynamically generate a stiffness matrix
that optimizes the robot’s interaction with its environment.
One of the key contributions of this work is to provide the
first teleimpedance interface that combines gaze and speech
modalities.

The rapid advancements in Deep Learning, particularly
the transformer architecture [[19]] and the increasingly larger
model sizes [20]] have enabled breakthrough applications in
speech-to-text, text-to-speech, and natural language process-
ing combined with computer vision through VLMs. A popu-
lar example is ChatGPT, which uses a VLM to process both
textual and visual inputs. While these models can generate
highly contextual responses, they typically lack direct aware-
ness of user focus unless extensively prompted. Recently, re-
searchers proposed GazeGPT, which incorporates mobile eye-
tracking to enhance context awareness by identifying where a
user is looking [21]]. Building upon these advancements, we
develop VLM-driven teleimpedance control integrating eye
tracking into a visio-verbal system.

In the experimental work, we first conducted an extensive
prompt parameter optimization study, specific to the use of
VLMs in teleimpedance, where we investigated and com-
pared the effects of different settings (system role, amount
of priors, and image resolution) on the stiffness matrix pre-
dictions. To demonstrate and validate the key functionalities
of the developed novel visio-verbal teleimpedance interface,
we conducted experiments on a setup where Force Dimension
Sigma.7 haptic device controls the motion of the remote Kuka
LBR iiwa robotic arm. The human operator’s gaze is tracked
by Tobii Pro Glasses 2, while human verbal commands are
processed by a VLM using GPT-40. Two scenarios were
investigated: the streamlined verbal mode of the interface,
demonstrating fluid task execution, and the full mode, demon-
strating the combined gaze and conversational aspects. The
main contributions of this paper are: 1) the first-ever visio-
verbal teleimpedance interface combining VLMs and gaze
tracking, and 2) new insights about the effects of different
settings on the stiffness matrix predictions in teleimpedance.

2 Methods

The concept of the proposed approach is illustrated by Fig.[I]
where gaze and speech are used to determine the appropri-
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ate stiffness configuration for the remote robot. This is done
in a natural manner without diverting their visual attention
from the teleoperation task. Through the operator’s speech
and gaze inputs, the VLM ellipsoid generator defines the stiff-
ness ellipsoid for the given physical interaction. The visio-
verbal teleimpedance interface was designed to enable hands-
free adjustment of the orientation and shape of the 3D transla-
tional stiffness ellipsoid. This means that the human operator
can use their hands exclusively to control the motion of the
remote robot in real-time through a haptic device.

To achieve the stiffness generation, the interface captures
a snapshot of the teleoperation scene after the operator says
“capture”, overlaying a red circle to indicate the operator’s
gaze estimate. Afterwards, the system processes the opera-
tor’s verbal commands regarding their intention. The verbal
interactions are processed through a speech-to-text module.
The VLM then interprets these multimodal inputs to generate
an updated stiffness matrix, which is applied directly to the
remote robot. The advantage of additional gaze input to the
VLM is to reduce the amount of speech needed to indicate the
operator’s intention. To facilitate verification, the system pro-
vides immediate feedback through both verbal confirmation
and real-time visualization of the updated stiffness ellipsoid,
ensuring that adjustments align with the operator’s intent.

2.1 Design Requirements

Based on the discussed aspects in the introduction and anal-
ysis of related work [4], we formulated a set of design re-
quirements to guide the development of the novel visio-verbal
teleimpedance command interface. These requirements aim
to address existing challenges and prioritize a human-centric
design. The requirements are as follows:

R1: Combine gaze tracking with verbal interaction for robot

stiffness matrix generation.

R2: Enable control of full 3D stiffness ellipsoid.

R3: Minimize visual distractions to ensure the operator’s un-

interrupted focus on the task.

R4: Minimal setting up and calibration procedures.

R5: Avoid the neuromechanical coupling effect between the

commended stiffness and force feedback.

To incorporate the system follows a human-in-the-loop
shared control paradigm, where the VLM assists in shaping
and directing the stiffness ellipsoid, while still allowing the
operator to refine its final configuration via voice commands.
The system integrates a VLM to interpret high-level semantic
inputs and gaze-based contextual awareness to quickly inter-
pret what the operator is talking about in the remote scene.
This provides a good middle ground between manual and au-
tonomous variable impedance control. Using interpreted con-
text from the speech and gaze, the system can generate a 3D

stiffness ellipsoid to fit the given interaction in a specific task
phase, thus achieving

The combination of gaze and speech inputs with real-
time multimodal processing simplifies stiffness modulation
by eliminating the need for physical input devices. For in-
stance, the teleimpedance interface that forms ellipsoids on
a tablet allows for the generation of a 3D stiffness ellipsoid.
However, this approach can distract the operator from the task
at hand. In contrast, the proposed interface enables the opera-
tor to maintain focus on the task while an eye tracker monitors
their gaze in the remote scene, thus achieving R3]

Since the microphone and eye tracker hardware are easy
to use, the setup procedure is very short. Similarly, the cal-
ibration for the eye tracker takes only a minute. Therefore,
avoiding the use of biosignals, we address R@] Finally, since
the voice and gaze are both non-physical variables, there is
no neuromechanical coupling effect between the commanded
stiffness and force feedback that would result in a temporary
loss of control over stiffness. This addresses RGl

2.2 Visio-Verbal Teleimpedance Interface Ar-
chitecture

The primary objective in designing the architecture of the pro-
posed visio-verbal teleimpedance interface is to ensure the
seamless integration of all its components while maintain-
ing modularity and interchangeability. This flexibility allows
the system to adapt easily to different hardware configura-
tions and future updates. To accomplish this, we adopted a
container-based approach, allowing the software modules to
operate in isolated environments, whether remotely or locally,
while preventing version conflicts. This design minimises the
setup time and technical overhead, in line with the require-
ment for minimal configuration (R4). Figure [2] shows all the
containers used in this interface and the connections between
them.

Some of these containers are responsible for controlling
the devices that the operator interacts with, such as the eye
tracker, the haptic device or the graphical user interface
(GUI). Each device is managed by a different container. The
GUI is used for calibration, image capture, audio recording,
and device status. It serves as the first point of entry for the
operator. All requests from the GUI are sent to the Central
Backend, which processes and forwards them to the appropri-
ate destination. The Central Backend manages all the infor-
mation flow, taking the information from all the services.

On one side, we have the Eye Tracker container that is re-
sponsible for connecting to the eye-tracking device, whether
through a cable or wirelessly. It manages the short initial eye-
tracking calibration process, performs gaze estimation, and
overlays the estimated gaze point onto a snapshot of the op-
erator’s view. As a private server, there is also the Stiffness
Database that stores and provides generated stiffness matrices
and ellipsoids, making them accessible to the Central Back-
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Figure 2: The diagram shows the container-based software architecture of the visio-verbal teleimpedance interface, emphasizing the communication links
between the different containers. The Arrows indicate the data flow between these containers, and the blue blocks indicate the information that is passed. The

blocks surrounded by a dotted line are not containers.

end.

This information is collected by the Central Backend to cre-
ate a conversation history for the VLM. It also offers speech-
to-text and text-to-speech capabilities, which are utilized in
the process. The request is then sent to the Vision Lan-
guage Model API. Since our VLM operates on external public
servers, the Gaze Image Publisher container takes snapshots
of the remote site overlaid with gaze estimates represented as
red circles, and with an internet-accessible tunnel allows the
online VLM to retrieve gaze images through web-accessible
URLs. The stiffness received from the VLM is then sent to the
GUI by the Central Backend to visually inform the operator
of the current impedance configuration.

Finally, the stiffness is sent to the Haptic Device. This con-
tainer manages the haptic interface and ensures seamless com-
munication with the remote robot controller via UDP commu-
nication, handling both pose commands and real-time stiff-
ness updates. To improve safety, it includes a start/stop con-
trol mechanism that prevents unintended robot movements
when the operator is not actively engaged. Additionally, us-
ing the GUI, the operator can automatically align the haptic
device’s zero position with the robot’s current position, avoid-
ing sudden jumps and ensuring smooth operation. This also
enables workspace re-indexing during the operation.

3 Experiments

To validate the proposed interface and demonstrate the key
functionalities, we conducted experiments on a real teleoper-
ation setup (see Fig.[3). At the local site, the operator monitors
the remote environment via a display screen, which shows the
live feed from a camera mounted at the end-effector of the re-
mote Kuka LBR iiwa robotic arm. The operator commands
the remote robot reference position through a Force Dimen-
sion Sigma.7 haptic device. The impedance adjustments are
determined based on the operator’s gaze, recorded by an eye-
tracking system (Tobii Pro Glasses 2), and the operator’s ver-
bal interaction, captured by the built-in microphone on the
laptop. The laptop also serves as the central processing unit
for gaze and verbal input. The containers that run on it are
created with Docker, and the secure public tunnel to make the
images available through public URLs is done with ngrok. Fi-
nally, the VLM used is GPT-40. To ensure transparency and
confirm successful impedance adjustments, the system pro-
vides multimodal feedback. The selected stiffness matrix is
conveyed through both a verbal notification via the laptop’s
speakers and a visual representation in the form of a stiffness
ellipsoid displayed on the GUL

For the experiment task, we selected a slide-in-the-groove
task, which is common in assembly and involves physical in-
teraction in multiple axes. We used a 3D-printed structure as
seen in Fig. [ where the robot had to insert a peg into the
groove and then navigate it while maintaining low interaction
forces. The ability to dynamically adjust stiffness is critical to
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Figure 3: Experiment setup with teleimpedance system. The left screen pro-
vides a real-time camera feed mounted on the remote robot end-effector. The
operator wears eye-tracking glasses and operates a haptic device to control
the motion of the remote robot. The visio-verbal interface takes estimated
gaze and verbal interaction as input and outputs the commanded stiffness for
the remote robot based on the given task context.

ensure smooth insertion, and subsequent traversing through
the grooves without damage to the structure or the peg.

To perform this task optimally, the stiffness properties must
be adapted across different phases of the task. At the entrance
of the groove, the robot arm must be lowered down into the
groove and align itself with the groove entrance without ex-
erting excessive force on the structure. This is achieved by
commanding a low stiffness in the x-axis and y-axis, allowing
compliant self-alignment in that plane, while commanding
high stiffness in the z-axis to have the strength to push the peg
inside. Once inside, the stiffness in the direction of the groove
(y-axis) must be increased to ensure friction is compensated
for accurate tracking of the reference trajectory. Meanwhile,
stiffness in the directions of walls and bottom (x-axis and z-
axis) should be low for the peg to comply with the environ-
mental constraints and prevent excessive normal forces that
could lead to jamming or structural damage. When the groove
changes direction, the robot stiffness ellipsoid should be ad-
justed in a similar manner.

The experimental work was divided into several experi-
ments. In the first experiment, we performed prompt opti-
mization for the interface to explore different parameter set-
tings and find the best one to be used for subsequent demon-
stration experiments. The purpose of the second experi-
ment was to show verbal aspects of the interface focusing on
demonstrating fluid task execution. The third experiment fo-
cused on demonstrating the gaze and conversational aspects.

Figure 4: Groove structure with ellipsoid shapes (white) indicating the de-
sired stiffness matrices for each phase of the task.

3.1 Experiment 1: Prompt Parameter Opti-
mization

The goal of the prompt parameter optimization study, specific
to the use of VLMs in teleimpedance, was to investigate and
compare the effects of different settings (system role, amount
of priors, and image resolution) on the stiffness matrix predic-
tions. VLMs extend the capabilities of large language models
(LLMs) by incorporating image processing alongside textual
input. A key discovery was their ability to perform few-shot
learning, where instead of fine-tuning a large model for a spe-
cific task, a small set of example question-answer pairs along-
side the user’s prompt are provided [22]. Studies have shown
that few-shot prompting significantly improves VLM perfor-
mance compared to zero-shot prompting, in which the model
is asked to complete a task without prior examples [23]].

Our research investigates an extension of few-shot learning
in VLMs by incorporating gaze-estimate images alongside a
curated set of labelled examples that define the correspond-
ing stiffness matrices. This approach leverages the few-shot
paradigm to enhance the model’s ability to infer appropriate
stiffness configurations based on visual and verbal contextual
cues. The way the VLM is prompted significantly influences
the quality of its outputs. To ensure optimal performance by
generating accurate stiffness matrices in different phases of
the task, we conduct a parameter optimization experiment.
This allowed us to identify the most effective combination of
prompt parameters for teleimpedance application, including
the task description, example demonstrations, and image de-
tail.

In deep learning terminology, the system role directs the
VLM to a specific function, which was, in our case, a spe-
cialized stiffness matrix generator. This ensured that operator
input was interpreted in terms of matrix updates rather than
just general conversation. We evaluated three prompt designs
(system roles) with progressively stronger inductive bias, each
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Role Prior | Resolution Entrance Y-traverse X-traverse YZ Slant Overall (With Slant) | Overall (No Slant)
Role 3 Lab High 1.00 £0.00 | 0.93 £0.06 | 1.00 +0.00 | 0.00 &+ 0.00 0.73 £ 0.06 0.98 + 0.02
Role 1 Lab High 1.00 £0.00 | 0.67£0.12 | 0.93+0.06 | 0.13 £ 0.09 0.68 £ 0.06 0.87 £ 0.05
Role2 | Lab High 0.93 £0.06 | 0.67+0.12 | 1.00+£0.00 | 0.07 £ 0.06 0.67 £ 0.06 0.87 £ 0.05
Role 3 | Ideal High 0.93 £0.06 | 0.674+0.12 | 0.93+0.06 | 0.00 =+ 0.00 0.63 £ 0.06 0.84 + 0.05
Role 1 Lab Low 1.00 £0.00 | 0.27 £0.11 | 1.00 & 0.00 | 0.00 £ 0.00 0.57 £ 0.06 0.76 £ 0.06
Role2 | Lab Low 1.00 £ 0.00 | 0.00£0.00 | 1.00 4+ 0.00 | 0.00 + 0.00 0.50 £ 0.06 0.67 £ 0.07
Role 3 Lab Low 1.00 £ 0.00 | 0.00 £0.00 | 1.00 +0.00 | 0.00 + 0.00 0.50 £ 0.06 0.67 £+ 0.07
Role 1 | Ideal High 0.73£0.11 | 0.4040.13 | 0.60 £ 0.13 | 0.00 £ 0.00 0.43 £ 0.06 0.58 £ 0.07

Table 1: Mean prediction accuracy values with standard deviations (mean = std) for the main test.

building on the previous one. Role 1 provides only an in-
struction to generate a stiffness matrix from the most recent
input image, the required response format, and permission
to use conversation history (i.e., few-shot examples of im-
age—stiffness matrix pairs). Role 2 introduces the task physics
as an impedance-control problem (virtual spring aligned with
the groove), adds a solution procedure, and specifies the cam-
era frame and numeric guidance (e.g., compute stiffness for
the highlighted groove; prescribe high stiffness 250 along the
groove and low stiffness 100 in orthogonal directions and ex-
press it in terms of the Cartesian camera frame). Building
on Role 2, Role 3 further includes textual labels for specific
groove sections with their corresponding target stiffness ma-
trices (e.g., “groove along x-axis (left-right)” corresponds to
diag(250, 100, 100)).

Another important aspect is related to the few-shot demon-
stration approach and the inclusion of conversation priors.
These contain example prompts (e.g., “What is the stiffness
matrix for this phase?”) with corresponding images for dif-
ferent phases of the task paired with the desired outputs in
the form of stiffness matrices for the given phases of the task.
Since we had four phases of the task (entrance, y-traverse, x-
traverse, and yz-slant), four example prompts and four corre-
sponding images were fed to the VLM. This list was tested
under three conditions. In the None condition, the model
was tested without any example prompts and responses. In
the Ideal condition, the prior message list was created from
a setup in the environment, which had less challenging light-
ing and camera angle than the lab environment. In the Lab
condition, the prior message list was created from the lab en-
vironment, which had challenging lighting and camera angle.
The inclusion of the Ideal condition allowed us to investigate
whether the model’s performance would improve when pro-
vided with prior data from either the ideal or lab environment,
shedding light on how environmental differences influence the
results.

Finally, the image detail was varied between low and high
settings to determine its impact on performance. The low-
detail mode provided faster responses, while the high-detail
mode allowed the model to process finer details in the input
images. In the low-detail mode we down-sampled the image
to 512 x 512 and budgeted 85 tokens for image description,

Confidence Intervals of Accuracy for Each Configuration
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Figure 5: Results of a pre-test for all prompt configurations with means (dots)
and confidence intervals (whiskers). The best nine configurations from the
pre-test were used for the main test on more trials in Tab. E}

while in the high-detail mode, we allocated more tokens (e.g.,
170 per tile) to achieve detailed image analysis, improving the
model’s ability to extract relevant gaze-based features.

The conversation history maintains a record of the opera-
tor’s previous commands and context, including gaze snap-
shots, enabling iterative refinement of stiffness matrices. For
the tests in Experiment 1, we had only priors and no addi-
tional conversation history to make sure that the comparison
between conditions was fair. In the subsequent demonstration
experiments (i.e., 2 and 3), we let the VLM keep the conver-
sation history to continue improving and learning. Since more
history also makes VLM slower, we limited it to 10 prompts
to ensure faster responses.

We first performed a pre-test on the accuracy of all possible
combinations with 5 trials for each combination to eliminate
the worst-performing ones. In each trial, we tested whether
the VLM could correctly generate the stiffness matrix for
the four different phases of the task (entrance, y-traverse, x-
traverse, and yz-slant). Figure [5] shows the accuracy results
of the pre-test for the four different phases of the task for all
possible combinations. The accuracy was calculated as the
percentage of correct stiffness predictions out of the total tri-
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als. The correct stiffness was defined based on the optimal
strategy for a given phase of the task, as previously defined
above. For example, during sliding, the correct stiffness was
defined to be high in the direction of pushing, and low stiff-
ness in the direction to the walls.

For the experiment, we selected a challenging scene with
difficult lighting and camera angle in the lab environment.
Note that since the camera angle was directly above the struc-
ture, it was impossible for the vision to identify the upward
slant, the results for the slat phase are accordingly poor. Nev-
ertheless, for the other phases of the task where vision could
detect the structure, VLM achieved excellent accuracy.

Following the pre-test, we selected the nine best-
performing combinations for more extensive testing, where
we used 15 trials for each combination. We kept the setting
from the pre-test with a challenging scene with difficult light-
ing and camera angle. Table[T] shows the results of the main
test with the average accuracy based on entrance, y-traverse,
x-traverse, and yz slant phases. Based on the insight from this
experiment, we determined that the optimal prompt configu-
ration was: an elaborate task description with labelled exam-
ples (Role 3) for the system role, the inclusion of lab-based
exemplars as a primer (Lab), and high-detail image process-
ing (High). This refined configuration was then used in the
subsequent demonstration experiments.

3.2 Experiment 2: Demonstration of Verbal
Commands

This experiment aimed to demonstrate the interface in a case
when the operator wants a fluid task execution with mini-
mum interaction with the interface. The operator issues purely
verbal commands (e.g., “Increase stiffness along the groove
axis”) without providing gaze snapshots. This demonstra-
tion verifies that the interface can still produce meaningful
matrices when images are absent, although it relies on user-
specified axis names rather than visual context.

The results are presented in Fig. [f] We can see the different
phases of the task from the series of images on top. The robot
reference movement as commanded by the operator is seen in
the first graph, and the corresponding actual movement of the
robot is shown in the second graph. The fourth graph shows
the robot stiffness adjustments by the interface based on the
operator’s verbal command.

When the operator informed the interface about the inten-
tion to enter the groove, the stiffness was adjusted in a way
that the robot became stiff along the z-axis and compliant
along the other axes. This corresponds to a standard peg-in-
the-hole strategy, where the robot should be stiff in the direc-
tion of pushing and compliant elsewhere to allow the peg to
comply with the environment and slide inside. By observing
the blue line at around 20 seconds, we can see how the oper-
ator then performed the insertion of the peg into the groove
along the vertical direction (z-axis).

Eo
s
5 -0.2
@
S
< .04
w
19 M
« -0.6
20 40 60 80 100
E
= 0.0
s
202 x-ax‘is
9 —— y-axis
s 0.4 — z-axis
b5
= -0.6
20 40 60 80 100

Interaction Force [N]
-
o vl o

20 40 60 80 100
— 250
£
Z.200
@
2 150
£
¥ 100
20 40 60 80 100
Time [s]

Figure 6: Results of the experiment with swift verbal commands. The images
on top show key phases of the task in the groove structure, including entrance,
y-traverse, x-traverse and yz slant. The graphs show reference (first) and
measured (second) robot end-effector position, measured forces (third), and
stiffness (fourth). Different colours indicate variables in different axes. The
stiffness changes also indicate transitions between phases.

In the next phase, the operator communicated to the in-
terface the intention to traverse along the y-axis inside the
groove. The stiffness was changed so that the robot became
stiff along the y-axis and compliant along the other axes. This
ensured that the peg overcame the friction needed to move in
the y-axis, while interaction forces with the rigid wall were
kept low. Green lines on the first and second graphs at around
45 seconds show the robot movement that the operator per-
formed along the groove in the y-axis.

A similar process can be observed for movement in the
groove along the x-axis around 65 seconds, where stiffness
was changed to be high in the x-axis. In the final phase, the
movement in the groove was slanted upward and when the op-
erator informed the interface about the intention, the stiffness
was adjusted to be stiff along 45 degrees in the y-z plane. The
final slanted movement of the robot can be seen around 100
seconds.

The third graph shows that the interaction force on aver-
age stayed below 5 N, with only one short peak around 10 N.
This interaction force performance is comparable to a study
in the literature, where a hand-held manual teleimpedance in-
terface was used for the robot control to navigate the same
structure [[13]].
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4 DISCUSSION

3.3 Experiment 3: Demonstration Gaze and
Conversational Aspects

This experiment aimed to demonstrate the interface with com-
bined gaze and conversational aspects. While the focus of
the previous experiment was on fluid task execution with the
operator providing swift verbal commands, here the focus is
on rich visio-verbal interaction. The gaze estimate and scene
snapshot are included, allowing the operator to state the in-
tentions (e.g., “I want to enter the structure”), while the VLM
uses both the gaze-labeled snapshot and voice transcription to
generate a more contextualized matrix.

The results are presented in Fig. [7] The different phases
of the task are illustrated with a series of images on top. The
graphs show the same variables as in the previous experiment.
The conversational history between the operator and the in-
terface in each phase of the task is also presented in the fig-
ure. In the first phase, the operator looked at the entrance and
communicated the intention to enter the structure to the inter-
face verbally. Through the detected gaze and verbal context,
the interface generated the correct stiffness matrix to enter the
groove and gave the operator a verbal confirmation with some
extra details. After the operator entered the groove with the
peg on the remote robot end-effector, the gaze was changed to
the next phase and a new verbal context related to the move-
ment along that section was given to the interface. After the
verbal confirmation, the operator moved along the y-axis. A
similar procedure was done for the next phase, which involved
movement along the x-axis.

At that point, the operator wanted to show the advantage of
conversation history in the interface by reversing the move-
ment to backtrack along the structure. Instead of communicat-
ing specific intentions regarding each phase, the operator just
instructed the interface that he wanted to backtrack. The inter-
face then sequentially changed the robot stiffness matrix when
backtracking the previous phases until the operator exited the
structure at the point it was entered. In case the interface made
a mistake in classification and generated an incorrect stiffness
matrix, the operator could use verbal communication to pro-
vide corrections.

4 Discussion

The results show that the visio-verbal teleimpedance interface
can generate adaptive stiffness matrices under dynamic verbal
interaction and visual cues. Experiment 1 provided insights
into prompt engineering that optimized for teleimpedance ap-
plications. Experiment 2 demonstrated the use case where the
operator can use the proposed interface for fluid task execu-
tion with minimal visio-verbal interaction, at the expense of
advanced functionalities. Experiment 3 showed the full po-
tential of visio-verbal interaction with rich visio-verbal inter-
action, where the operator could naturally indicate things by
gaze and also receive verbal confirmations.

Operator: Can you help|Operator: | need the  [Operator: Would you _[Operator: would now | Operator: Now give
me determine the stiffness matrix for this  |help me find the right  like to move back through| me the first stiffness
stiffness matrix of this  |next area of the groove. |stiffness for this groove |the structure. Give me the| matrix.

part of the groove? section? previous stiffness.
Interface: The red ci The red ci face: Sure, here is Here, the red
appears to mark the indicates a groove 'the previous stiffness  |circle indicates a groove
entrance. To move in or |primarily running along |matrix for the groove oriented along the X-
out of that we wantto  |the Y-axis. section primarily running| axis.

move in a direction Assumptions: along the Y-axis. Assumptions:

normal to the table, so | 1. High stiffness aligned 1. High stiffness along
we want high stiffness in|with Y. X.
z direction and low in 2. X and Z remain at 2.Y and Z remain at
others to avoid 100 N/m. 100 N/m.

damaging the groove.
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Figure 7: Results of the experiment with combined gaze and conversational
aspects. The layout is the same as Fig. EI Additionally, it lists the conversa-
tion history between the operator and the interface in each phase of the task.
The stiffness changes also indicate transitions between phases.

The experiments also highlighted the limitation of using a
single camera angle as an input into VLM. For complex struc-
tures like the one used in this study, some features may be dif-
ficult to extract by vision. For example, in a top-down cam-
era view and poor lighting conditions, the slant in the struc-
ture can be impossible to recognise. In this camera angle, it
was simply misclassified as y-traverse. We performed a post-
experiment test with a slightly easier camera angle and bet-
ter lighting conditions (i.e., the one seen in Fig. [). In that
case, the classification accuracy for slant increases to 66.6%.
A promising future work would be to design an autonomous
camera control method, where the robot would take images of
the scene from multiple angles.

The prompt optimization experiment provided some addi-
tional insights regarding the teleimpedance application. For
example, the image resolution has a major effect on the pre-
diction accuracy. As seen in Tab. [I] four top-performing
configurations all have high-resolution images. Another in-
teresting insight is that including image priors with very good
lighting/camera conditions that are from a different environ-
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ment (Ideal) than the one used in the actual task (Lab) does not
help the performance of the teleimpedance interface. As seen
in Tab. |1} only two configurations in the nine top-performing
had Ideal priors, and the top three all had Lab priors.

One potential limitation of this study is the reliance on a
mobile eye tracker with glasses, which necessitates additional
image-processing steps to isolate the display screen from the
surrounding environment. An alternative would be to employ
a static eye tracker on the display screen itself.
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